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Chapter 10

Gods and Demons

o live in San Francisco and work in tech is to confront daily the
cognitive dissonance between the future and the present, between

narrative and reality.
The first time I moved to San Francisco, as a university sophomore for

a summer internship, I was dazzled by the quaint aesthetics of the city. The
colorful Spanish-style architecture, the limited number of skyscrapers, the
hills steep enough to make driving a stick shift a test of reflexes. There was
an endless supply of perfectly ripe avocados and toasted sourdough bread
and smooth Blue Bottle lattes. There were different neighborhoods, all with
their own look and culture.

When I returned full time after graduation to work at a tech startup, I
crammed into a three-bedroom apartment with three other roommates in the
Castro. On weekends we would hike across the rolling hills and forage from
public fruit trees. On weeknights, neighbors—all young twentysomethings
in the tech industry—would pop over unannounced to play board games,
drink wine, and while away the evenings. House parties were a constant, as
were weekend trips to stunning nature: Lake Tahoe in the north, Big Sur to
the south, tall, majestic redwoods everywhere around us. Life was easy. We
were young, making salaries relatively standard in the tech industry that
placed us nationally in our age group’s top 5 percent.

But there was that dissonance. On the way to work, I would pass
people shooting up drugs in front of the subway stations, the unhoused
peeing on sidewalks just blocks from my office. Meanwhile, our startup’s



chef, playfully named “the happiness engineer,” would cook or cater an
abundance of food for our free office lunches. Leftovers often went straight
into the trash. If we stayed late, we got free dinner—and were emphatically
implored to take an Uber home for safety reasons. It was all too easy for the
privileged to grow accustomed to moving through the city in ways that
shielded them from seeing the realities of how the other half lived.

The dichotomy encapsulated how the tech industry could profess big,
bold visions about changing the world and building a better future while
ignoring the very problems at its door. It was a dichotomy that Altman
would sometimes comment on in his own way—getting right up to yet
never fully acknowledging the utter contradiction of declaring the problem
of creating and managing beneficial AGI possible, but San Francisco’s
housing crisis too tough to tackle.

“Where I grew up, no one would ever walk by a person collapsed on
the side of the street on their way to work and not do something about it,”
he once said, comparing suburban St. Louis to San Francisco. “I do blame
the tech industry for a lot of things that have gone wrong with the city, but
not all of them. But we have, just over time, had this, like, unbelievable
wealth generation in this small geographic space, in this small period of
time, and I think not been particularly thoughtful about the effects of that on
the community as a whole. And because those problems are so hard and so
hard to think about, I think most people just choose not to, and they just
accept this.”

—
It was in this context that effective altruism arrived from the UK and found
its most loyal audience. EA, to which many in OpenAI’s Safety clan were
early adherents, made for the perfect Silicon Valley ideology. It preaches
making the world a better place and doing it with rigorous logic, being
disciplined enough to focus on the far future instead of the present, and
fervently embracing the principles of capitalism and libertarianism—all in
the name of morality.



Core to the EA philosophy is a mathematical concept called “expected
value.” The expected value of something is calculated by multiplying the
probability that it will occur with its quantified positive or negative impact.
It’s a tool that can lead to counterintuitive thinking. In a 2013 paper, EA
cofounder William MacAskill, at the time a doctoral student who would
become an Oxford philosophy professor, argued, based on this logic, that it
was more altruistic in the long run to take a more morally ambiguous job to
get rich and donate that money through optimized philanthropy than to
commit to a life of working for a morally good charity. Based on his
conservative estimates, he wrote, the expected value of being a rich
philanthropist would in fact be forty times greater than being an ascetic
charity worker. He laid out the math based on a series of arbitrary numbers:
graduates who worked to get rich might on average fund two charity
workers, each working at charities ten times more cost-effective than one
they would have otherwise worked for. Half of the benefits they produced if
they chose the charity route would also happen with or without them
anyway. His argument would be encapsulated in one of the movement’s
most popular mantras: “Earn to give.”

Under the logic of expected values, the founding EA philosophers also
developed a framework for identifying the highest priority problems. Such
problems need to be “big in scale,” boosting their expected value;
“tractable,” possible to fix for proportionally little time or money; and
“unfairly neglected,” suffering severe and disproportionate
underinvestment. While the movement encourages people to use the
framework to identify their own problems, it also has recommendations of
which problems it deems most worthy. “I and others in the effective
altruism community have converged on three moral issues that we believe
are unusually important, score unusually well in this framework,”
MacAskill said in a TED Talk in 2018.

First is improving global health, such as by distributing cheap yet
effective bed nets to prevent malaria. Second is abolishing factory farming,
which could improve billions of animals’ lives “for just pennies per
animal.” Third is existential risks: risks that have a dramatically high



expected negative value because—no matter how improbable—they could
destroy all of humanity and cut short all of the future value that would
otherwise be generated for the rest of civilization. In this third category are
further recommendations for what constitutes an existential risk: global
pandemics, nuclear war, and rogue artificial intelligence.

With the identification of theoretical rogue AI as an existential risk, EA
promulgated the same brand of AI safety that had been entwined within
OpenAI’s DNA from the very beginning and had played a critical role in
The Divorce. Amodei and his fellow Anthropic cofounders fundamentally
disagreed with Altman and the other OpenAI executives over how seriously
to take the possibility of AI devastating civilization. Amodei, who took it
very seriously, viewed Altman’s behaviors—his lack of transparency on the
Microsoft deal; his apparent compulsion to always tell people what they
wanted to hear to gain their agreement, only for them to discover the
misdirection too late—not just as the typical machinations of a Silicon
Valley executive but as alarming, immoral behavior that could jeopardize
the fate of humanity. As Anthropic established itself, it would lean into this
reputational distinction: Where Altman’s OpenAI was toying recklessly
with humanity’s future, Anthropic was the principled, AI-safety-first
company.

—
In 2021, as the Amodei siblings announced Anthropic, interest in this
catastrophic and existential AI safety ideology was accelerating, chiefly due
to EA’s rapidly expanding sphere of influence. EA had grown from a niche
philosophy into a mainstream movement through an influx of cash from
tech billionaires.

A decade earlier, Facebook cofounder Dustin Moskovitz and his wife,
former journalist Cari Tuna, had formed a nonprofit called Good Ventures to
give away most of their fortune. At the time, Holden Karnofsky, Daniela
Amodei’s future husband, had been running a different organization called
GiveWell, which he’d founded in 2007 after leaving the hedge fund
Bridgewater Associates. With a shared desire to distribute money with



evidence-based methods, Good Ventures and GiveWell formed a
partnership in 2011, which they later named Open Philanthropy. They
began ramping up funding to the key issue areas that MacAskill had
recommended—its grants toward AI safety research in particular were
guided by the EA framework. Open Philanthropy became an independent
organization in June 2017.

More recently, a new tech billionaire had entered the scene: Samuel
Bankman-Fried, a rapidly rising star for his wild success cofounding the
crypto exchange FTX and crypto trading firm Alameda Research.
Bankman-Fried, or SBF as he is known, credited EA for his origin story. A
physics major at MIT, he said he had wanted to be an academic before
MacAskill convinced him over lunch of the moral superiority of “earn to
give.” SBF subsequently set his course on making himself as rich as
possible in order to eventually, he pledged, put it all into philanthropy.

As he amassed his wealth in remarkably short order, SBF donated tens
of millions to political candidates, both Democrat and Republican,
including the first ever EA-backed candidate in 2022 in Oregon’s Sixth
Congressional District (who ultimately didn’t win the primary). SBF’s
exchange inked lavish deals totaling billions on sports marketing involving
top athletes like Tom Brady and Steph Curry and top sports like Formula
One. Into the EA movement, he pumped not just money but star power. The
richer and more famous he became, the more he raised the profile of the
ideology and its cofounder MacAskill. At the start of 2022, SBF announced
the creation of his own EA-driven philanthropic project, FTX Future Fund,
to distribute at least $100 million and up to $1 billion by the end of the year.

In large part due to Open Phil and FTX Future Fund, 2021 and 2022
saw a jump in cash flow to EA-backed AI safety research. According to
estimates compiled by a member of the EA community and Open Phil data,
funding leapt up above $100 million each for both years, after averaging
less than half that amount over the previous seven years. The influx fueled
and was fueled by a proliferating belief that the dramatic leap in capabilities
from GPT-2 to GPT-3 made preventing theoretical rogue AI and existential
AI risks more urgent than ever before. More and more people flocked to



these kinds of AI safety projects, drawn in by the financial incentive or by
ideology, as membership in the broader EA movement ballooned. EA had
long touted the importance of pandemic preparedness, and now, in the midst
of an actual pandemic, its remarkable prescience won it new adherents. The
psychological toll of a global catastrophe had also left many people anxious
and unmoored, searching for purpose.

The growing membership in the AI safety community, which knit
together EA-backed AI safety with other strains of catastrophic, existential,
and risk-focused thinking, swelled Anthropic’s ranks just as it restocked
OpenAI’s Safety clan. Online EA and AI safety forums, the primary ground
for the overlapping movements to propagate, exchange, and debate ideas,
encouraged adherents to work at the major AI labs, especially those they
felt needed more AI safety watchdogs, like OpenAI and DeepMind, to
shape and mold their trajectory. The influx of members in AI safety also
popularized the community’s lexicon more broadly in the AI industry. How
fast you think AI will advance and reach major milestones like AGI is your
“AI timeline.” How likely you think it is that AGI will lead to catastrophic
outcomes, meaning the killing off of most of the human population, or
existential outcomes, meaning the complete and total extinction of
humanity, is your “p(doom),” short for probability of doom. “Hardware
overhang,” as referenced in OpenAI’s 2021 research road map, is another
dictionary entry, as is “AI takeoff,” the process of AGI improving to the
point of superintelligence and thus capable enough to outwit humanity.
“Acceleration risk” refers to the risk of triggering a heightened competition
between companies or countries that leads to a potentially dangerous
acceleration of AI advancement and a shortened AI timeline.

But for a movement that professed independent thinking, EA was
swiftly accelerating in the opposite direction. People attracted to its premise
were quickly indoctrinated into a broader set of dogmas, propelled by the
promise of more opportunities and resources, and an insular social network
that played fast and loose with personal and professional boundaries. Within
Silicon Valley in particular, EA people largely worked only with other EA
people; they largely lived, partied, dated, and slept only with other EA



people. Mixed with the tech industry’s deep-rooted sexism and the Bay
Area’s long-standing polyamorous subcultures, its cultlike fervor,
manifested in the worst way, could turn into a toxic cauldron of sex, money,
and power; it was leading EA to be plagued by growing allegations of
sexual harassment and abuse.

In November 2022, SBF’s spectacular downfall with the collapse of
FTX, along with his sweeping fraud convictions and ensuing twenty-five-
year prison sentence, would be to many a symptom of the rot that had
festered in the movement. Just as quickly as it caught on, EA fell out of
fashion within the tech industry, and many people rapidly disaffiliated.

But even without the label, the movement’s social networks, its values
and lingo, and the prominence it secured for existential AI safety issues
would persist. It would also give rise to a countervailing force: e/acc
(pronounced “ee-ack”), or effective accelerationism. What began largely as
a joke to lampoon the EA movement would quickly enshrine its polar
opposite spirit: Where EA and the broader AI safety community cultivated
the most extreme perspectives about slowing down and even slamming the
brakes on AI development, or, as in Amodei’s view, accelerating AI
development while throttling AI adoption, e/acc would elevate the
maximalist view of flooring the accelerator on both. For the latter’s
adherents, technological progress is not just universally good, it’s a moral
imperative to make that progress as fast as possible. The two groups
became colloquially known as the Doomers and Boomers.

Within this bubble, some would begin to view Anthropic and OpenAI
as the respective faces of each movement. Others would view OpenAI as a
battleground for the polarized ideologies, an organization once rooted in
Doomer thinking as a nonprofit that was being yanked away by Boomers
with its increasing emphasis, through its for-profit arm, on making money.
Many were uncertain about Altman’s allegiance, citing different times he
seemed sympathetic to both. Those who were more charitable viewed him
as somewhere in the middle, dealing with the tough job of representing all
of the different perspectives within his company. But beginning with The
Divorce, and the personal fallout between Altman and the Anthropic



cofounders, more and more Doomers would begin to view Altman in the 
worst light possible. So many of the things that put OpenAI on the map and 
would bring it increasing commercial success had begun as AI safety 
projects: scaling laws, code generation, reinforcement learning from human 
feedback, the combination of these three into incredibly compelling large 
language and then multimodal models. Many Doomers would feel their 
work was being co-opted and twisted to achieve something directly 
antithetical to their core values. In their view, it was Altman that was doing 
that co-opting and twisting. And that made him a pathological liar, a 
manipulative abuser, and his own threat to humanity.

Soon enough, the clash between these polarized ideologies within OpenAI 
and its surrounding environment would threaten to tear apart the company 
that had done more than any other to set the tone of the new era of AI 
development. But as much as each ideology professed to be the opposite to 
the other, both were in fact preaching from the same bible. Both discussed AGI 
as an increasingly foregone conclusion and with a religious ferocity; both 
fixated on the long term and asserted a moral authority to keep AI 
development within the control of its adherents. Where one warned of fire 
and brimstone, the other tantalized with visions of heaven.
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